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Introduction 
 

Welcome to this paper, which applies Principal Component Analysis (PCA) to yield curve data. 

Modelling all the points on the yield curve is highly complex, so actuaries have traditionally 

focused on modelling parallel shifts to the yield curve. This is straightforward and captures 

much of the impact of yield curve movements. However, pressure for economic realism, both 

from firms and from regulators, is increasingly driving a need for richer approaches. 

PCA is a technique which allows focus to be given to the most important elements of variation in 

a high-dimensional data set such as yield curve data. We shall see that, with only a small degree 

of approximation, the complexity of modelling all the points on the yield curve can be reduced 

to modelling a much smaller number of key components, typically the following three: 

 Shift (average level of yields) 

 Twist (whether yields are generally rising or falling with term) 

 Curvature (the degree to which the yield curve bends) 

The remainder of this paper explains the PCA technique in more depth using a case study based 

on data sourced from the Bank of England. As well as setting out the theory, we have a strong 

practical focus and draw out implementation points which are easy to overlook and yet can 

have a measurable numerical impact on results. 

The accompanying Excel workbook contains an implementation of the analysis, using a VBA 

wrapper function to access the PCA routine from the NAG Library so it can be called directly 

from worksheet cells, just like built-in Excel functions. Naturally, other numerical libraries are 

available – should the specific implementation here be of interest, please contact NAG for a 

Library evaluation licence. 

Appendix 1 explains how to call the NAG Library from VBA and the code in the accompanying 

workbook is commented extensively. Appendix 2 highlights some further selected Library 

chapters with routines likely to be of interest to actuaries.  

We hope you find this paper useful, and we welcome feedback to any of the contributors at their 

email addresses on page 14. 

David Humphris, Editor for NAG
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Yield Curve Data 
The case study is based on the UK Government bond nominal yield curve (“gilt curve”), using 

month-end data from 1970 from the Yield Curve archive page of the Bank of England at 

http://www.bankofengland.co.uk/statistics/Pages/yieldcurve/archive.aspx. 

We hereby acknowledge the copyright of the Bank of England in this data, and use the data 

under the version 1.0 of the UK Open Government Licence. Please see the disclaimer on the 

Bank of England’s website at http://www.bankofengland.co.uk/Pages/disclaimer.aspx for more 

details. 

At the time of writing, spot rate data was available from 31 January 1970 to 31 March 2015, for 

all terms from 1 to 16 years in half-year steps1. (We stop at 16 years because spot rates at terms 

over 16 years are missing for several months.) For some purposes, it might be more appropriate 

to use a subset of the data, for example we might choose to use data from May 1997 onwards, to 

reflect the Bank of England receiving operational independence. However, for this case study, 

we have used all the data in order to obtain a long-term view of yield curve behaviour. 

Each yield curve therefore consists of 31 separate data points (1-16 years in half-yearly steps), 

and there are 543 curves in all for the period under examination. We can think of the data 

points as existing in 31-dimensional space, where the co-ordinates associated with each 

dimension are the spot rates at each term. An illustration of mapping the first 3 points on the 

yield curve (terms 1, 1.5 and 2) to 3-dimensional space is below, for two yield curves labelled A 

and B: 

 

We have stopped at 3 points because we can illustrate only 3 dimensions on the printed page, 

but further terms (2.5 years, 3 years, etc) map onto higher dimensions in a similar way.   

                                                           
1 Strictly speaking, two 1-year spot rates are missing, for October and November 1972 – we have filled 
these in by extrapolation from the 1.5-year rates. 
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However, thinking of a yield curve as a point in 31-dimensional space is both too complex and 

not realistic enough. The complexity comes from the sheer scale of trying to model all 31 

dimensions. The lack of realism arises from the observation that there are strong linkages 

between spot rates at nearby terms; we typically find that the 3-year rate is not too far from the 

2.5-year rate or the 3.5-year rate, say, as otherwise there might be scope for arbitrage 

opportunities. These linkages show up in significant linear correlations between spot rates of 

different terms, as can be seen in the heat-map below, which illustrates correlations between 

yields of different terms. The lowest linear correlation between yields at different terms is 85% 

(shown in green), and a large proportion of rates are between 95% (yellow) and 100% (red). 

 

Thus if we tried to model all 31 separate points on the yield curve, we would also have a very 

complex dependency structure to model as well. 

Ideally, we would like to be able to simplify the description of a yield curve so that it uses a 

smaller number of dimensions, and also recognises the relationships between spot rates of 

similar terms. It turns out that the Principal Component Analysis technique is well-suited to 

both points.  
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3.5 0.98 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96 0.95 0.95 0.95 0.94 0.94 0.93 0.92 0.92

4 0.97 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96 0.96 0.95 0.95 0.94 0.94 0.93 0.93

4.5 0.97 0.98 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.98 0.97 0.97 0.96 0.96 0.96 0.95 0.95 0.94 0.94 0.93

5 0.97 0.98 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96 0.95 0.95 0.94 0.94

5.5 0.96 0.98 0.98 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96 0.95 0.95 0.94

6 0.96 0.97 0.98 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96 0.95 0.95

6.5 0.95 0.97 0.98 0.98 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96 0.95

7 0.95 0.96 0.97 0.98 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96 0.96

7.5 0.95 0.96 0.97 0.98 0.98 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97 0.96

8 0.94 0.96 0.97 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97 0.97

8.5 0.94 0.95 0.96 0.97 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97 0.97

9 0.93 0.95 0.96 0.97 0.97 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98 0.97

9.5 0.93 0.94 0.96 0.96 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98 0.98

10 0.92 0.94 0.95 0.96 0.97 0.97 0.98 0.98 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98 0.98

10.5 0.92 0.93 0.95 0.96 0.96 0.97 0.97 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.98

11 0.91 0.93 0.94 0.95 0.96 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99

11.5 0.91 0.92 0.94 0.95 0.96 0.96 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99

12 0.90 0.92 0.93 0.94 0.95 0.96 0.96 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.99

12.5 0.89 0.91 0.93 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99

13 0.89 0.91 0.92 0.93 0.94 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99

13.5 0.88 0.90 0.92 0.93 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

14 0.88 0.90 0.91 0.92 0.93 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

14.5 0.87 0.89 0.91 0.92 0.93 0.94 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

15 0.86 0.89 0.90 0.91 0.92 0.93 0.94 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

15.5 0.86 0.88 0.90 0.91 0.92 0.92 0.93 0.94 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00

16 0.85 0.87 0.89 0.90 0.91 0.92 0.93 0.93 0.94 0.94 0.95 0.95 0.96 0.96 0.97 0.97 0.97 0.98 0.98 0.98 0.99 0.99 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00
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Principal Component Analysis 

Introduction 
Principal Component Analysis (PCA) is a method of approximating a high-dimensional data set 

using a lower number of dimensions. We give a very simple example to motivate the technique. 

The chart below left shows a data set with 6 curves consisting of 31 data points. If we need to 

model all 31 points on each curve exactly, then we have a 31-dimensional problem. However, if 

the broad shape of each curve is sufficient, then we could think of the curves as straight lines 

(below right), and we would only need two numbers to describe each line: the slope and the 

point at which the line crosses the y-axis. In fact, since the lines are parallel to each other, the 

slopes are equal and can be dispensed with, leaving only one number to describe each curve. In 

short, by tolerating a degree of approximation, we can go from 31 dimensions to 1 dimension.  

  

PCA generalises this very simple situation to allow the number of dimensions and the degree of 

approximation to be traded off against each other. PCA measures the degree of approximation 

using the ‘variability’ in the data set (to be defined shortly). Modelling 100% of the variability 

will in general require all the dimensions to be used, but it is often possible to capture a very 

large proportion of the variability with a much smaller number of dimensions. 
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Details 
We can regard the yield curve data as an 𝑛 × 𝑚 matrix 𝑋, in which rows are month-ends (𝑛 = 

543), and columns are terms (𝑚 = 31). More generally, any set of observations on variables can 

also be regarded as a matrix 𝑋. The variability in the data set is assessed using the variance-

covariance matrix of 𝑋. This is the matrix 
1

𝑛−1
(𝑋 − 𝜇)𝑇(𝑋 − 𝜇) where 𝜇 is a vector consisting of 

the mean of each column of 𝑋 and  𝑇 represents matrix transpose. To simplify things, we 

normalise 𝑋 so each column has zero mean (for each term, deduct the average yield across all 

month-ends), and add the means back later on in the process. Thus the vector 𝜇 can be taken to 

be zero. We also treat the factor 
1

𝑛−1
 as a constant of proportionality, leaving us with the ‘sum-of-

squares’ matrix 𝑋𝑇𝑋, which is a symmetrical square 𝑝 × 𝑝 matrix (31 x 31 in the case of yield 

curves). The diagonal entries of 𝑋𝑇𝑋 are proportional to the variance of each spot rate. Off-

diagonal entries in 𝑋𝑇𝑋 are proportional to covariances between spot rates of different terms, 

which measure dependencies between spot rates. 

The dependencies in the yield curve data are quite significant (they are shown in the form of 

linear correlations2 in the heatmap on page 4). Ideally we would be able to find a new co-

ordinate system (a transformation of the data matrix 𝑋) in which the covariances were zero, 

thereby dealing with the complex dependency structure. Furthermore, if the transformed 

covariances were zero, then the variability of the transformed matrix would consist only of the 

variances of the new co-ordinates. Thus we would only have 31 transformed variances to deal 

with, rather than a 31x31 matrix with variances and covariances. This would allow us to focus 

on the areas of highest variance more easily. 

It turns out3 that transforming to a system with zero covariances can be achieved by using the 

eigenvalues and eigenvectors of 𝑋𝑇𝑋. The eigenvalues 𝜆 and the eigenvectors 𝑣 of a matrix 𝐴 are 

solutions to the equation 𝐴𝑣 = 𝜆𝑣. The key property of eigenvalues and eigenvectors we need 

for PCA is that we can write 𝑋𝑇𝑋 =  𝑃𝐷𝑃−1, where 𝐷 is a diagonal matrix of 𝑚 eigenvalues 𝜆1 ≥

 𝜆2 … ≥  𝜆𝑚 ≥ 0  and 𝑃 is a square matrix of 𝑚 eigenvectors, the ith column of which, 𝑃𝑖, is 

linearly uncorrelated with the other columns, that is, 𝑃𝑖
𝑇𝑃𝑗 = 0 when 𝑖 ≠ 𝑗.  In fact, 𝑃 is 

orthogonal, meaning 𝑃−1 = 𝑃𝑇 . Orthogonal matrices are generalisations of rotations to high-

dimensional space, and so the matrix of eigenvectors 𝑃 establishes a rotated co-ordinate system. 

The co-ordinates of each data point in the rotated system are given by the matrix 𝑋𝑃, called the 

scores matrix – we introduce the term score to avoid confusion between the original and 

rotated co-ordinates of a data point. Since the eigenvectors (the columns of 𝑃) are linearly 

uncorrelated with each other in the rotated co-ordinate system, the transformed covariances 

are zero, and we have eliminated the complex dependency structure we saw in the heatmap on 

page 4. 

The eigenvalues measure the variance along each transformed co-ordinate axis. Since we have 

sorted the eigenvectors in the same descending order as the eigenvalues, in the rotated co-

ordinate system the largest explained variance lies on 𝑋𝑃1 (the projection of the data onto the 

first transformed co-ordinate axis), the next largest on 𝑋𝑃2, and so on. Thus we should get a 

good approximation (in terms of variability) by using only a few transformed dimensions.   

                                                           
2 The linear correlations are calculated from the covariances by dividing by the standard deviations of the two terms 
involved. In the heatmap, the correlations were close to 1, which corresponds to large covariances. 
3 See Wilkinson J H (1965) The Algebraic Eigenvalue Problem OUP (London). 
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Implementation of PCA 
We could apply PCA directly by calculating the eigendecomposition of 𝑋𝑇𝑋, to give us an 

orthogonal matrix 𝑃 and a diagonal matrix 𝐷 such that 𝑋𝑇𝑋 = 𝑃𝐷𝑃−1 = 𝑃𝐷𝑃𝑇 . In purely 

mathematical terms there are no issues with this, but when it comes to implementing the 

method in practice, there are potential pitfalls arising from the way in which computers 

represent numbers. Computers use ‘floating point arithmetic’ where there is a maximum 

number of significant digits. In double precision arithmetic, there are 53 binary digits of 

precision, roughly equivalent to 16 decimal digits. This means that 1 + 10−16 is 

indistinguishable from 1, as can be seen in Excel, which returns TRUE for the formula =(1 = 

1+1e-16), even though these numbers are clearly different mathematically. 

An important part of a robust numerical implementation is paying careful attention to issues of 

precision. Returning to PCA, forming the sum-of-squares matrix 𝑋𝑇𝑋 makes small numbers 

smaller and large number larger and this can lead to a loss of information in floating point 

arithmetic. For example, consider the data matrix 

  𝐴 = [
1 1
𝜀 0
0 𝜀

]  

perturbed by  noise 𝜀 = 10−8 and its sum-of-squares 

  𝐴𝑇𝐴 = [1 + 𝜀2 1
1 1 + 𝜀2].   

Whereas the rank of 𝐴 is 2, the rank of 𝐴𝑇𝐴 is only 1 because 1 + 10−16 is indistinguishable from 

1. By working with the sum-of-squares matrix 𝑋𝑇𝑋 we have effectively treated 𝜀 as being zero 

even though 10−8 is well within machine precision. This loss of information will often be 

unacceptable, and so we’ll look for an alternative, based on decomposing 𝑋 rather than 𝑋𝑇𝑋. 

The singular value decomposition (SVD) of 𝑋 is represented by 

  𝑋 =  𝑈𝑆𝑉𝑇 

where 𝑆 is an 𝑛 × 𝑝 matrix with ordered elements s1 ≥ s2 ≥ ⋯ ≥ sp ≥ 0 on the main diagonal 

and zeros elsewhere, 𝑈 is an orthogonal matrix of size 𝑛 and 𝑉 is an orthogonal matrix of size 𝑝. 

Therefore, 

  𝑋𝑇𝑋 =  (𝑈𝑆𝑉𝑇)𝑇(𝑈𝑆𝑉𝑇) =  𝑉𝑆𝑇𝑈𝑇𝑈𝑆𝑉𝑇 . 

Now, using the property of an orthogonal matrices, 𝑈𝑇𝑈 is the identity matrix and we see that a 

sum-of-squares matrix 𝑋𝑇𝑋 is factorised by the SVD of 𝑋: 

  𝑋𝑇𝑋 =  𝑉𝑆𝑇𝑆𝑉𝑇. 

But 𝑋𝑇𝑋 =  𝑃𝐷𝑃𝑇as well, and comparing the two expressions we see that the principal 

components of a PCA (𝑃) are the right singular vectors of an SVD (𝑉) and the variance explained 

by the principal components is the square of singular values (𝑆𝑇𝑆 = 𝐷, noting that 𝑆 and 𝐷 are 

diagonal). So we can derive what we need for PCA by working with 𝑋 instead of 𝑋𝑇𝑋. This 

avoids potentially introducing numerical instabilities into the PCA solution. 

  

                                                           
(Wilkinson, 1965, chapter 2, section 43 
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Applying PCA to the Yield Curve Data 
The outputs of PCA are: 

(a) The eigenvalues 𝜆𝑖,  which indicate the variance explained on each axis of the rotated co-

ordinate system (so 31 eigenvalues here). The total variance corresponds to the sum of 

the eigenvalues. Dividing an eigenvalue by the sum gives the proportion of variance 

explained by that eigenvalue – the proportions are output directly by the NAG Library. 

(b) The matrix of eigenvector𝑠 𝑃 (31 x 31), which rotates data to the transformed co-

ordinates. The eigenvectors are also called principal component vectors or just principal 

components. For convenience, the NAG Library also outputs the matrix 𝑋𝑃 of principal 

component scores (543 x 31). 

These outputs are annotated in the accompanying workbook. The table below shows the first 3 

eigenvalues and the proportion of the overall variability that they account for. The total of the 

eigenvalues (including the 28 values omitted from the table) is 406.9, and so for example the 

first eigenvalue accounts for 396.3/406.9 = 97.21% of the variability. 

Eigenvalues 
Proportion 
of variability 

Cumulative 

396.3 97.38% 97.38% 
9.8 2.41% 99.79% 
0.7 0.16% 99.95% 

 

It can be seen that the first 3 eigenvalues account for over 99.9% of the variance – the remaining 

28 (not shown) account for under 0.1%. In other words, only 3 transformed co-ordinates are 

needed to account for almost all of the variability in the yield curve data – a very welcome 

reduction from 31. 

The first 3 principal component vectors are plotted below. These are the first 3 columns of the 

matrix 𝑃, with sign conventions and scaling applied as described overleaf. 

 

-3.0

-2.5

-2.0

-1.5

-1.0

-0.5

0.0

0.5

1.0

1.5

1

1
.5 2

2
.5 3

3
.5 4

4
.5 5

5
.5 6

6
.5 7

7
.5 8

8
.5 9

9
.5 1
0

1
0

.5 1
1

1
1

.5 1
2

1
2

.5 1
3

1
3

.5 1
4

1
4

.5 1
5

1
5

.5 1
6

Term

Principal component vectors

PC1 PC2 PC3



 

Copyright © 2015 Teggin Consulting Ltd and The Numerical Algorithms Group.  Page 9 of 20 
(5/15) 

NAG Actuarial Focus Issue 1 

We refer to the first 3 principal component vectors as PC1, PC2 and PC3 respectively. Taking 

them one at a time: 

 PC1 is almost flat, representing a near-parallel shift in the yield curve. Combined with 

the values in the table above, we can interpret this as meaning that 97.38% of the 

variance in yield curves is explained by near-parallel shifts. 

 PC2 is an upward-sloping twist, accounting for a further 2.41% of variance. 

 PC3 represents curvature, and explains a further 0.16% of variance. 

We can multiply principal component vectors by any factor we choose provided we also divide 

the corresponding scores by the same factor. Sign conventions have been applied to the output 

in the accompanying workbook to produce the charts above – this is to arrive at the 

conventional interpretation of level, twist and curvature. Without the sign conventions, PC1 

would be a downwards rather than upwards shift, which would make the charts less intuitive. 

Likewise, a scaling factor has been applied to make PC1 a 1% shift in the yield curve (rather 

than the somewhat arbitrary shift emerging directly from the PCA), with similar scaling factors 

applied to PC2 and PC3 – full details are in the accompanying workbook. 

The scores represent a new co-ordinate system for yield curves: rather than thinking about a 

yield curve as being an amount of a 1-year rate, an amount of a 1.5 year rate, etc, up to 31 

dimensions, we can think of it as a score applied to a parallel shift, another score applied to 

twist and a further score applied to curvature. We also need to add back the average yield curve, 

which was deducted at the start when we normalised the matrix 𝑋. If you prefer, this can also be 

thought of as a multivariate factor model, with the PCs being the factor vectors. 

Strictly speaking, here we are starting with the transformed co-ordinates (the scores) and 

moving to the original co-ordinates, i.e. starting with 𝑋𝑃 and going back to 𝑋. So we need to 

multiply the scores by the rows of 𝑃−1. However, 𝑃−1 is this is the same as 𝑃𝑇 since 𝑃 is 

orthogonal, and so we can use the rows of 𝑃𝑇 , which are just the transposed principal 

component vectors. One way to remember this is that the principal component vectors are 

column vectors, but we need row vectors to rebuild the yield curves, and so we need to 

transpose the principal components. 
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The construction of the yield curve at 31 July 2007 is illustrated in the sequence of charts below. 

The yield curve at 31 July 2007 is shown outlined in black, with the average yield curve in solid 

grey. It can be seen that rates at 31 July 2007 were around 5%-6%, somewhat lower than 

average, and the curve was downward-sloping. 

 

The table below shows the scores of the PCs at 31 July 2007: 

 PC1 PC2 PC3 
Scores -2.58 -0.87 -0.07 

 

PC1 represents a 1% shift in the level of the yield curve, and the score of -2.65 indicates that 

rates were around 2.58% below average. Multiplying the transposed PC1 vector by the  score of 

-2.58 and adding back the average gives the thin blue curve labelled ‘With PC1’ in the chart 

below – it can be seen that this is at about the correct level, but is still upward-sloping. 
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The negative score of -0.87 for (transposed) PC2 applies a downward twist, giving the red 

dashed curve labelled ‘With PC1 and PC2’ in the next chart: 

 

This is now quite close to the actual yield curve – applying a very small amount of curvature via 

the score of -0.07 for PC3 gives the dotted green curve labelled ‘With PC1, PC2 and PC3’: 

 

The green curve with 3 PCs is visually indistinguishable from the actual yield curve, so using 

only 3 PCs has recaptured the yield curve at 31 July 2007 almost exactly. 

To verify that PCA has worked properly throughout the data set, we can apply a similar process 

to reconstruct all the yield curves. See the accompanying workbook for the mechanics of the 

calculation. This recovers the yield curves within a reasonable tolerance – the largest difference 

in spot rates across the data set is 70 basis points, which is significant by modern standards, but 

relates to July 1982 when yields were over 11%. The error is much smaller in present value 

terms: in the accompanying workbook we calculate the present value of a level annuity-certain 

payable half-yearly in arrears for 16.5 years using the full Bank of England yield curves, and 

again using yield curves reconstructed from 3 PCs. Looking across all month-ends, the largest 

relative error in annuity factors is only 0.06%. 
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The amount of error which is acceptable will depend on the purpose of the modelling, of course, 

and more PCs (or only 1 or 2 PCs) could be used in different settings. For the purpose of this 

case study we are content with 3 PCs, since as noted above these PCs explain over 99.9% of the 

variability in the data, and give a very good fit in present value terms. 

The scores for the first 3 PCs are plotted below: 

 

When the PC1 score is zero, the level of the yield curve is at its long-run average – looking at the 

chart above, this occurred fleetingly in the early 1970s and in 1995. Yields were generally above 

average (positive values of the PC1 score) in the 1970s and 1980s, and fell fairly steadily 

thereafter until the early 2000s, when rates fluctuated in a fairly narrow band of around 2%-4% 

below the long-run average. Rates fell again from 2008, and had started to rise in 2013 before 

falling back in 2014-2015. 

Likewise, positive values of the PC2 score represent yield curves which are more upward-

sloping than the average, which is itself upward-sloping. Modest negative values of the PC2 

score represent yield curves which are less upward-sloping than the average, with more 

strongly negative values of the PC2 score being sufficient to make the yield curve downward 

sloping.  

 

Changes in scores are not uncorrelated 
We have seen that the scores are constructed to be linearly uncorrelated with each other. 

However, this does not mean that changes in the scores are linearly uncorrelated. For example, 

the linear correlation between monthly changes in the scores for PC2 and for PC3 is 

around -10%, indicating a mild tendency for changes in twist to be associated with changes in 

curvature. 
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Conclusions 
PCA has given us a significant reduction in the number of yield curve dimensions, from 31 to 3, 

while still explaining over 99.9% of the variability in yield curves, and an excellent 

approximation in present value terms. Further, it gives us an intuitive economic interpretation 

of changes in the yield curve in terms of shift, twist and curvature. 

In order to avoid introducing numerical inaccuracies that can occur when adopting an 

eigendecomposition of the variance-covariance matrix, it is preferable to work with the data 

itself using a singular value decomposition. 
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Appendix 1: NAG Library Routines used in this case study 
For ease of reference, the table below sets out the NAG Library routines used in this case study. 

The routine names are hyperlinks to online documentation.  

NAG Library name VBA Module VBA Procedure Description 
A00ACF NAG_Utilities Check Checks that the NAG Library is installed and 

working properly. 
G03AAF PCA NAG_PCA Performs the PCA calculations 

 G03AAF is a very flexible routine and its use 
has been simplified in the VBA. 

 

In order to call the Library from an Excel worksheet cell, two steps are necessary: 

1. Write Declare statement which tells VBA how to find the routine in the Library 

2. Write a VBA wrapper function interfacing between worksheet cells and the Library 

routine, setting up arguments, handling errors and formatting results appropriately. 

Step 1: Write Declare statement 
Step 1 is straightforward as all the Declare statements have been pre-written in .bas files 

available after installing the Library. On a machine running 32-bit Excel, the .bas files are 

available in the folder: 

C:\Program Files (x86)\NAG\FL24\fldll244ml\vb6_headers\ 

Separate .bas files are available for each major division of the Library, indicated by the first 

character of the routine name, i.e. A and G respectively for the routines in the table, so we need 

the files flvb6-a.bas and flvb6-g.bas from the folder above. These files can be added to 

your VBA project in their entirety by using the Insert|File… menu from the VBA Editor. 

However, for simplicity in the accompanying workbook we have simply copied and pasted the 

Declare statements for the relevant routines into the VBA modules listed in the table. 

We start with the Declare statement for the routine A00ACF as it is very straightforward: 

Declare Function A00ACF Lib "FLDLL244M_nag.dll" () As Long 

This tells VBA that there is a function A00ACF in a file called FLDLL244M_nag.dll which 

takes no arguments, as indicated by the (), and returns a Long value. 

The file FLDLL244M_nag.dll is the NAG Library itself. The extension .dll stands for “Dynamic 

Link Library” – as the name suggests, this is a file of executable code which can be loaded 

dynamically, that is, while other code is running. In this case, Excel itself will load the Library 

DLL. 

The Declare statement only gives the name of the DLL, and does not give the folder it is stored 

in. On a machine running 32-bit Excel, the Library DLL is stored in the folder: 

C:\Program Files (x86)\NAG\FL24\fldll244ml\bin\ 

Excel knows to look in this folder because it is added to the Windows search path when the NAG 

Library is installed. 

http://www.nag.co.uk/numeric/fl/manual/pdf/A00/a00acf.pdf
http://www.nag.co.uk/numeric/fl/manual/pdf/G03/g03aaf.pdf
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When the accompanying workbook is opened, the Auto_Open routine calls Check, which in 

turn tries to call the routine A00ACF using the syntax i = A00ACF, where the variable i has 

been declared as a Long variable to match the return type of A00ACF in the Declare statement. 

If the call to A00ACF succeeds, then the Library is must be installed and no further action is 

taken, otherwise the VBA error-handling code takes over and a form is opened to allow a trial to 

be requested. 

The PCA routine G03AAF does a lot more than A00ACF and so its Declare statement in the file 

flvb6-g.bas is longer: 

Declare Sub G03AAF Lib "FLDLL244M_nag.dll" ( _ 

    ByVal matrix As String, ByVal matrixlength As Long, _ 

    ByVal std As String, ByVal stdlength As Long, _ 

    ByVal weight As String, ByVal weightlength As Long, _ 

    ByRef n As Long, _ 

    ByRef m As Long, _ 

    ByRef x As Double, _ 

    ByRef ldx As Long, _ 

    ByRef isx As Long, _ 

    ByRef s As Double, _ 

    ByRef wt As Double, _ 

    ByRef nvar As Long, _ 

    ByRef e As Double, _ 

    ByRef lde As Long, _ 

    ByRef p As Double, _ 

    ByRef ldp As Long, _ 

    ByRef v As Double, _ 

    ByRef ldv As Long, _ 

    ByRef wk As Double, _ 

    ByRef ifail As Long _ 

   ) 

 

This Declare statement tells VBA that there is a subroutine G03AAF in a file called 

FLDLL244M_nag.dll which takes several arguments, listed between the ( and ) on the first 

and last lines. The _ characters indicate to VBA that the statement continues over multiple lines. 

The declared routine returns multiple results, by setting relevant ByRef arguments, and so is 

declared as a Sub rather than as a Function, with no return type (the As Long at the end of 

the declaration of A00ACF). 

The meaning of the arguments is discussed in detail in the Library documentation at 

http://www.nag.co.uk/numeric/fl/manual/pdf/G03/g03aaf.pdf – see Section 5 (Parameters) in 

the linked PDF. 

  

http://www.nag.co.uk/numeric/fl/manual/pdf/G03/g03aaf.pdf
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Relating the routine specification to the Declare statement 

The VBA Declare statements are available in .bas files and do not have to be written by 

end-users, but for completeness we touch on the relationship between the Declare 

statement and the Specification given in Section 2 of the PDF: 

SUBROUTINE G03AAF(MATRIX, STD, WEIGHT, N, M, X, LDX, ISX, S, WT, NVAR, 

E, LDE, P, LDP, V, LDV, WK, IFAIL) 

 

INTEGER N, M, LDX, ISX(M), NVAR, LDE, LDP, LDV, IFAIL 

 

real X(LDX,M), S(M), WT(*), E(LDE,6), P(LDP,NVAR), V(LDV,NVAR), 

WK(NVAR*NVAR+5*(NVAR-1)) 

 

CHARACTER*1 MATRIX, STD, WEIGHT 

 

The format of the specification goes back to the FORTRAN code in which the Library 

FLDLL244M_nag.dll is written. In the specification, the arguments to the subroutine are 

listed in the first line without type information, and then the types are specified, here in the 

last 3 lines, grouped by type rather than in declaration order. In VBA the arguments and 

types are interleaved. The specification can be related to the VBA Declare statement using 

the following straightforward rules: 

 Arguments of type CHARACTER*1 are single-character strings. These become pairs 

of arguments in VBA consisting of a string and its length. So MATRIX becomes 

matrix and matrixlength, with matrixlength being set to 1 when the Library 

routine is called. 

 INTEGER arguments become Long in VBA. 

 real arguments become Double in VBA. 

 The VBA string-length pairs are passed ByVal, everything else is ByRef. 
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Step 2: Write VBA Wrapper Function 
The Declare statements make the Library routines available to VBA, and this is sufficient to be 

able to use A00ACF as this is called directly from VBA itself. 

The Declare statement would also allow G03AAF to be called from a macro which read in the 

input data and wrote the results out to Excel. However the use of macros makes tracing the flow 

of data more challenging, and with a small amount of additional work it is possible to make the 

Library routine available via a wrapper function which can be called directly from worksheet 

cells. As well as allowing calls from cells rather than macros, wrapper functions have the 

following advantages: 

 Readability: the strict set of conventions followed by Library routine names are helpful 

to those experienced in the use of the Library, but aren’t as accessible to less familiar 

users. The wrapper function can be given a more readable name – here NAG_PCA. 

 Simplification: G03AAF is very flexible with many arguments, but the flexibility 

available goes beyond the straightforward usage needed for this case study. The 

wrapper function allows the list of parameters to be reduced to the range holding the 

input data and a string specifying the results required. 

 Multiple results: Three distinct sets of results are returned by G03AAF, namely the 

eigenvalues, eigenvectors and scores. These could be amalgamated into a single block of 

cells, but this could be confusing and require interpretation. The approach adopted in 

the wrapper function is to call the routine 3 times, specifying the results required on 

each occasion. G03AAF runs very quickly so the inefficiency from calling the routine 3 

times is not an issue in practice. 

 Error handling: The wrapper function converts numerical error codes produced by the 

Library to readable error messages. 

 Isolation: The wrapper function introduces a layer of indirection between the 

workbook and the Library. This eases making upgrades to the Library and would allow a 

different implementation to be used if desired. 

The VBA wrapper function NAG_PCA in the accompanying workbook is extensively commented 

to make it clear how the inputs to the routine are set up, the routine called, and the outputs 

returned to Excel. 
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Appendix 2: Further NAG Library Chapters of interest to actuaries 
There are over 1,800 numerical and statistical components in Mark 25 of the Library and the 

contents can be browsed at: 

http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/FRONTMATTER/manconts.html 

Note that Mark 25 of the NAG Library was just released when this paper was produced and the 

associated examples, in Appendix 1, are currently still based on the previous, Mark 24, release. 

Almost all the “G” chapters are directly relevant to many kinds of actuarial work: 

Chapter Purpose Actuarial Usage 
G01 Simple Calculations on 

Statistical Data 
Descriptive statistics and exploratory analysis. 
Distribution functions and their inverses. 
Testing for Normality and other distributions. 

G02 Correlation and Regression 
Analysis 

Linear and rank correlation (Spearman and 
Kendall). Linear and ridge regression. 
Generalised linear models. 

G03 Multivariate Methods PCA, factor and discriminant analysis. 
Cluster analysis (can be used e.g. to group 
model points efficiently). 

G04 Analysis of Variance ANOVA for multiple kinds of experimental 
design. 

G05  Random Number Generators Monte Carlo simulation (incl time series). 
Quasi-random simulation (e.g. Sobol sequences) 
is useful to “fill space efficiently” e.g. when 
proxy modelling in high dimensions. 

G07 Univariate Estimation Point and interval estimation of distributional 
parameters using maximum likelihood and 
robust methods, e.g. to fit risk models. 
Outlier detection. 

G08 Nonparametric Statistics Non-parametric statistical tests (e.g. K-S, A-D). 
Tests of randomness e.g. to validate the quality 
of random number generators. 

G10  Smoothing in Statistics Kernel density estimation. 
Smoothing of time series data. 

G11  Contingency Table Analysis Analysis of multivariate discrete data for e.g. 
relative risk models. 

G12  Survival Analysis Kaplan-Meier and Cox proportional hazards 
models. 

G13  Time Series Analysis Autocorrelation. Univariate and multivariate 
ARIMA model estimation and forecasting. 
GARCH models. Seasonal models. Kalman filters. 

 

In particular, the routines G02AAF and G02AJF are used in finding the nearest positive semi-

definite matrix to a candidate correlation matrix, as discussed in a 2013 article from The 

Actuary (Modelling: Mastering the correlation Matrix) and in more detail on the NAG website 

(Fixing a broken correlation matrix). 

  

http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/FRONTMATTER/manconts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g01/g01conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g02/g02conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g03/g03conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g04/g04conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g05/g05conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g07/g07conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g08/g08conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g10/g10conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g11/g11conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g12/g12conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/g13/g13conts.html
http://www.theactuary.com/features/2013/09/modelling-mastering-the-correlation-matrix/
http://www.theactuary.com/features/2013/09/modelling-mastering-the-correlation-matrix/
http://www.nag.co.uk/IndustryArticles/fixing-a-broken-correlation-matrix.pdf
http://www.nag.co.uk/IndustryArticles/fixing-a-broken-correlation-matrix.pdf
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Much actuarial work is an application of linear algebra, for example PCA as in the case study 

earlier in this paper, least-squares regression, Markov chains, etc. The Library contains very rich 

linear algebra functionality in the "F" chapters, including an implementation of the standard 

LAPACK routines for matrix manipulation and decomposition.  

The table below highlights some chapters elsewhere in the Library with routines likely to be of 

interest to actuaries: 

Chapter Purpose Actuarial Usage 
C02 Zeros of polynomials Using polynomials to represent asset or liability 

values (“proxy modelling”). E02 Curve and surface fitting 

D03 Partial Differential Equations Option pricing. 

E04 Minimize/maximize functions Like Excel’s built-in Solver feature, but more 
powerful, flexible and robust. E05 Global function optimization 

S Approximations of Special 
Functions 

Lots of “workhorse” functions (e.g. Bessel 
functions) used in certain statistical 
distributions. 
 
Option-pricing functions, starting with basic 
Black-Scholes and working up to Asian and 
American options, Heston model, etc. 

  

http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/f/fconts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/c02/c02conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/e02/e02conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/d03/d03conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/e04/e04conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/e05/e05conts.html
http://www.nag.co.uk/numeric/fl/nagdoc_fl25/html/s/sconts.html

