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The Costs and Benefits 
of Using the Cloud for
Simulations
Althea de Souza, Commisioning Editor

Total Cost of Ownership (TCO) is often asked about when comparing two
different compute options but when it comes to using the cloud for simulations,
it’s not truly about cost but rather value gained. There are many benefits that

are more valuable than money in this context: ability, agility, competitiveness,
innovation etc., for which you may need HPC or cloud facilities. The philosophy of the
cloud isn’t to provide a system that you’d host in-house. The cloud provides
temporary use of a different kind of resource to that which you already have.

In this article Benchmark Commissioning Editor Althea de Souza invited Lee
Margetts (chairman of the NAFEMS HPC working group), Andrew Jones, Wolfgang
Gentzsch, Rodney Mach and John Baxter to discuss the issues around the total cost
of running simulations in the cloud or in an on-site facility.

https://www.nafems.org/about/technical-working-groups/hpc/
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What is the Cloud?
The term ‘cloud’ is ambiguous, is it High Performance
Computing (HPC), compute off-site, internal cloud,
centralised for global users; what is the cloud? The
answer is that it depends. All sorts of people widely use
the term. It started out as something undefined, a cloud
shape in a presentation, a deliberately vague concept;
“hey everyone compute happens over here and let’s not
worry about that now”. 

That’s possibly a good starting point; when you are using
the cloud, you are using a resource that you have less
responsibility for than an on-site resource, whether that
responsibility is in the form of maintaining the physical
infrastructure, providing the operational resources
(power, space) or some other aspect. Some organisations
have adopted what is becoming known as a ‘cloud first
strategy’, which means they don’t want anything to do
with managing their own IT, they outsource it all.

“We were doing it all remotely at the start, with
dumb terminals when compute was too large,
expensive and complex to have locally. We are now
heading towards dummy terminals, probably voice
activated, where the place the simulations are run
isn’t even a question. Maybe we won’t care.” 

Lee Margetts

What is the Cloud for?
Cloud service companies have doubled in size in the last
year; there is a big shift coming in the way we do our
computing. Five or six years ago, people didn’t know what
the cloud could do but now there are many examples
across all the disciplines. It can be good for anything and

everything and yet it is a question that NAFEMS members
still ask. If you want to see some examples of simulation
in the cloud, the UberCloud case studies are a great
place to start [1].

“There is a place for the cloud, but I don’t accept it’s
the answer for every application out there.”

John Baxter

There is a strong 'early minority' already using the cloud
successfully for engineering simulations. A range of
concerns are slowing adoption by the 'late majority'. Most
of these concerns have been known for several years,
and in some cases have been resolved. For some people,
there will never be a good case to move to the cloud,
maybe their simulations are small enough to run in their
local system, or big enough that an in-house system is
more cost effective.

Calculating total Cost
In the engineering world, the hardware is only one part of
the cost, with the total cost of ownership model including
upwards of twenty elements. Figure 1 shows how
ownership costs change when HPC moves to the cloud.
The items in blue are unchanged and the orange items
change on moving to the cloud, whilst the items in grey
disappear (the cloud company takes care of those) but
there is still a lot to worry about. Moving to the cloud only
changes some of the costs. 

“It is a simple enough calculation to do but the
calculation for one organisation will be different to
another. You can add many different issues so that
it becomes a never-ending question.”

Andrew Jones
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TCO changes when moving HPC to the cloud

It is still cumbersome for the individual engineer to set
up and maintain their own infrastructure in the cloud,
and the people to do it are often not easily available.
Using someone to help you with that releases you from
hiring your own experts. It may come down to choosing
between having an expert and buying a service (same for
any HPC situation, not unique to cloud!). 

“75% of the total cost of ownership is not the
hardware but the people, the expertise. By using
the cloud, you are sharing the cost of those people,
which is where the cost savings come in.” 

Rodney Mach

Then there is the question around how much an on-site
compute facility is used. On a continuous capacity basis
at any significant scale, for utilisation under 30%, it’s
certainly cheaper to rent, over 30% it’s cheaper to buy
although there is a crossover between in-house and
(cloud) rental that may be anywhere between 30% and
60%. Other situations where the cloud wins on cost are
for occasional simulations that are especially large and
regularly accessing the latest hardware. But for large
enough sustained usage, using the cloud is unlikely to
win on cost grounds. It only comes close if you pay up-

front for a long-term rental, but that’s effectively lease
purchase. Any form of pay as you go access is more
expensive. Of course, there will always be cases where
on-site or other non-HPC solutions are significantly
cheaper, especially for good HPC utilisation (>50%).  

It isn’t all About the Money or Even
Compute Power
Engineering simulation in the cloud isn’t just about cost
and HPC. It also enables small organisations to have
access to resources which they wouldn’t otherwise be
able to afford; that could be simulation software and the
hardware to run it, not necessarily using HPC. It’s not
truly about cost but rather value gained [3]. There are
many benefits that are more valuable than money in this
context: ability, agility, competitiveness, innovation etc.,
for which you may need HPC or cloud facilities.

The philosophy of the cloud isn’t to provide a system that
you’d host in-house. The cloud provides temporary use of
a different kind of resource to that which you already
have. It’s like owning a car, I wouldn’t hire a car for daily
use instead of buying one and yet when I travel overseas,
I pay to hire a car. It isn’t cost effective to take my own

Figure 1: Total cost of ownership changes when moving HPC to the cloud (from Andrew Jones, NAG) [2]
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car, so I hire one at my destination. On another occasion I
need a van, instead of my car, so I hire that, even though
my car is available. It is about additional need, ‘bursting
out’ my car usage capacity. The cloud should be used like
that, if necessary, have both on-premises and also use
the cloud when needed. 

Large or Small Organisations? 
For an organisation new to HPC, or even considering
occasional large simulations, it makes sense to start off
using the cloud, or some external model. You start using
the cloud to find out if HPC can help, then, maybe find out
that it will eventually be cost effective to move to in-house
facilities, but the cloud has allowed ‘try then buy’. 

UberCloud initially thought the interest would be from
SMEs and they definitely benefit. In practice though, even
large companies are now using the cloud in a hybrid way,
with it becoming part of their data centre transformation.
They are driving a real revolution to modernise their data
centres in a homogeneous manner, so there is an
orchestration layer on top and underneath a slew of
different resources, in-house and in the cloud. The user
can access their different applications, including HPC,
regardless of their location within a unified
infrastructure.

Data mobility
Where a company is doing a lot in the cloud (maybe for
purposes other than engineering simulation), dedicated
links into the cloud-provider’s data centre may exist, and
engineering can piggyback on that. Without that, data
transfer may be a challenge, especially if files are large.
There is software that sits on a GPU head node which
accelerates the images in high definition, giving almost
real time visualisation and reducing the need to move
models. It enables interactive work in the cloud: viewing
results, assigning boundary conditions, even
manipulating CAD models. 

The inconvenience and delay when moving data is
overcome where meshing, pre-processing, solving and
data storage are all done in the cloud. The software
vendors are working on it, with vendor platforms in the
cloud, with all the simulation done there, from model
building to post processing, you never work on a local
version of the model.  

Once both computing and storage are in the cloud, there
will be no need to transfer simulation data but when the
PLM, SDM or SPDM is on-site it’s still needed. 

Taking the Plunge
Overall, there are surprisingly low levels of resistance to
using the cloud for engineering simulation. The internet
makes it easier to access important hardware and
software resources from anywhere in the world cloud
companies have optimised this as a usable solution for
engineers, supporting the move towards mobile
collaboration or remote working. Concerns from users
about changing HPC access to the cloud are often due to
lack of understanding, because most people who access
HPC facilities do so remotely anyway. 

“What we’re moving to in the cloud, is becoming
more and more like what people are familiar with
and are using now, on premise. In a few years, they
will look and feel the same.”

Wolfgang Genzstch

One of the characteristics of an engineer is that we want
full control of the tools we use. An engineer, by nature, is
a conservative person, we are risk averse due to the
responsibly of the role. It’s one of the reasons why an
engineer may be mentally sceptical of the cloud, because
it feels like there is a loss of control. The technology can
overcome this, software containers can host the workflow
and data for an engineer on any cloud and provide not
only full, seamless access, but also visibility of the
hardware status and utilisation of the cores.

When working, most services we use are already hosted
remotely: email, travel booking, business management,
finance systems, etc. However, for engineering activities,
there is a significant difference in web-based working
where the software and data are in the cloud. It requires
the moving of engineering assets and data (intellectual
property) to a resource outside of the company, which is
why the engineering industry has lagged behind the
general cloud trend. 

“There is no suggestion that everyone will
eventually move to the cloud or that anyone who
hasn’t done so, is a dinosaur.” 

Andrew Jones

We are still in early days of going to the cloud in the
engineering community. There are a handful of
roadblocks remaining; it often isn’t easy for an engineer
to access resources, either we do the integration work
ourselves or find someone else to do it. We are moving
towards systems for which that has been done, hiding all
the complexity. There is certainly a place for the cloud,
but it isn’t the answer for everything everywhere. The
question today, is what projects should I be doing in the
cloud and how will I access it?  r
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