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32.1 Introduction

Data visualization can be defined as the gaining

of insight by making a picture out of numbers,

and the important role that it plays in the effect-

ive interpretation and analysis of numerical

data has been recognized for a long time [1].

The type of data to be analyzed can vary from

1D time series (e.g., yearly changes in salary) to

multidimensional vector-based datasets (e.g.,

air flow over an airplane wing). Although the

simpler types of data can be effectively dis-

played using ubiquitous desktop applications

such as Excel, more complex data require

more sophisticated visualization techniques

and applications.

Traditionally, a developer would write one of

these applications in a high-level language such

as Fortran or C. The application would calcu-

late or read in the data and perhaps process or

filter it in some way to isolate the component to

be analyzed. The program would then call rou-

tines from a graphics library to transform the

data into geometry (for example, a line chart,

contour map, or scatter plot, etc.), which is then

rendered. Examples of graphics libraries include

OpenGL (which has been the de facto standard

in 3D graphics for the past decade) [2], Open

Inventor (an object-oriented toolkit that uses

OpenGL for rendering), [3] and the NAG

Graphics Library (a collection of Fortran rou-

tines for plotting and contouring) [4,5]. The use

of libraries in a traditional programming envir-

onment has endured in the developer commu-

nity—partly, no doubt, because of their

incorporation within popular legacy codes that

require maintenance. However, there is also

some evidence [6] that the continued popularity

of the NAG Graphics Library comes from a

user requirement for underlying algorithms

that are reliable, accurate, and well docu-

mented. These are the main features of the

more widely known NAG Numerical Library

(of which the NAG Graphics Library was ori-

ginally a subset), and we highlight in Section

32.4.3 how the use of more reliable algorithms,

such as those from the NAG library, can have

a qualitative effect on the way data is trans-

formed into geometry during the visualization

process.

In spite of the fact that graphics libraries have

great endurance, they can require a steep learn-

ing curve for the developer because of the granu-

larity of the operations that they offer. The

development cycle for applications built with a

graphics library can be lengthy, which causes

some disadvantages for visualization, particu-

larly during the exploratory phase, when the

user may have only a vague idea of what the

picture of the data should look like. (The ex-

ploratory phase differs from the presentation

phase, when the data is well understood by the

user and visualization is being used to convey

this understanding to others.) There may be a

variety of techniques that could be applied to the

data—for example, a 2D dataset can be trans-

formed into a contour plot, a hidden line sur-

face, or an illuminated surface. Even when the

technique has already been selected, there will

usually be a set of parameters such as color,

texture, lighting, and orientation, and other at-

tributes such as text labeling, that must be

selected to produce the best picture of the data.

Clearly, one technique will be more apposite

for certain types of data than others, and the

important things are to provide flexibility in
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the choice of technique for a given dataset and

to see the results of its application with little

delay. Moreover, this flexibility must be pro-

vided to the end users, since it is they who are

the owners of the data and they who are making

a value judgment about which is the technique

producing the best-looking representation of

their data [7].

Considerations such as these led to the design

and development of so-called modular visualiza-

tion environments (MVEs), which offer the user

a collection of higher-level components that are

connected together to build the application. The

basis for MVE design is the reference model of

the visualization process first set out by Upson

et al. [8] and elaborated by Haber and McNabb

[9]. This represents the formal organization of

the sequence of steps in the visualization process

noted above into a visualization pipeline (Fig.

32.1a).

Users have found the referencemodel to yield a

rather intuitive representation of an application,

especially when coupled with a visual program-

ming interface, which gives a direct display of the

flowof data and control.Here, components (usu-

ally referred to in this context as modules) are

represented on the screen as graphical blocks,

and connections between them as wires. Using

this interface, the application is constructed as a

network by selecting or replacingmodules andby

making or breaking connections via point-and-

click actions. This provides a flexible route to

application building. For example [10], it helps

users to rapidly prototype new applications

by interactively reconfiguring the modules or

changing connections before rerunning the appli-

cation. Because the MVE is dynamic, changes to

the application are seen immediately; the net-

work is always active during the editing process,

leading to optimal prototyping efficiency and

debugging. In addition, the way in which the

modules can be used within many different appli-

cations provides an example of the reuse of code,

another productivity benefit. If the system is ex-

tensible, the user can add his or her own modules;

these can be used in the user’s own applications

and then shared with other users.

The popularity of the visualization reference

model and the visual programming interface is

reflected in the number of MVEs that have been

developed around these bases, including apE

[11], AVS [8], IRIS Explorer [12], IBM’s Visual-

ization Data Explorer [13] (now called Open

DX), and SCIRun [14]. Although subsequent

development of some MVEs has moved away

from data flow (for example, AVS/Express and

SCIRun are based on a data reference model),

we believe that the model still has applicability,

particularly in view of the way it has been re-

cently used in the extension to distributed, col-

laborative applications running in a Grid

environment (see Section 32.6).

Throughout the remainder of this chapter, we

will repeatedly return to the visualization pipe-

line of Fig. 32.1 as new extensions to the model

are introduced and demonstrated with their im-

plementation in the IRIS Explorer visualization

toolkit. In the following section, we introduce

IRIS Explorer, describe its interface, its archi-

tecture, and some of its features, and indicate

ways in which it can be extended through the

addition of new modules. New modules are

created with the aid of supplementary tools,

which we describe in Section 32.2.2. In Section

32.3, we briefly outline the way in which an

IRIS Explorer application can be distributed

across a heterogeneous network of computers,

together with options that are offered for the

simplification of the application’s interface. We

also describe, in Section 32.3.3, its facility for

building collaborative applications in which

data and visualizations can be shared between

workers on separate computers. Section 32.4

discusses some of the technology that underpins

IRIS Explorer, and the way in which this serves

to distinguish this system from other packages

in this field. Section 32.5 highlights a number of

user applications of the package in a variety of

domains, while Section 32.6 describes some ex-

tensions to computational steering, along with

current work that is concentrated on extending

IRIS Explorer into a Grid-based environment,

and shows how this is based on features of its

architecture described in Section 32.3. The final
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section, Section 32.7, collects some conclusions

from this chapter.

32.2 Getting Started with IRIS Explorer

32.2.1 Creating Applications from Modules

As noted above, users of IRIS Explorer create

applications by selecting and connecting soft-

ware modules via a visual programming inter-

face [15]. Each module is a routine that operates

on its input data to produce some output, and

typical functions of a module reflect the steps in

the reference model of the visualization process

in Fig. 32.1a. Thus, a module may, for example,

do the following:

. Read data from a file, a database, or some

other application that is running simultan-

eously.

. Modify or filter data by, say, clamping or

normalizing values.

. Transform the data into geometric objects

that can be displayed (such as slices, lines,

surfaces, etc.).

. Output data to a file, or render geometry to a

display device.

The behavior of each module is controlled by

some set of parameters whose values may be set

by the user while the application is running via a

standard set of widgets—dials, sliders, text

boxes, etc. Examples of parameters include the
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Figure 32.1 (a) The pipeline associated with the visualization reference model of Haber and McNabb [9]. (b) An extension to

include collaboration (see Section 32.3.3). Data is passed from the original pipeline (top) over the network to a second pipeline

(bottom). Collaboration could be introduced at any point in the pipeline; here, data has been shared following the transform

step. (c) An extension to computational steering (see Section 32.6.1). (d) Adding collaboration to computational steering (see

Section 32.6.1). Control of the simulation parameters is shared with the second pipeline, which also receives the visualization

geometry for display. (e) Moving the simulation engine onto the Grid (see Section 32.6.2). The simulation is controlled by its

interface, which is still part of the pipeline. Collaboration (although not shown in this sketch) is still an option here.
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name of an input file, the threshold value for

which an isosurface is to be calculated, or the

number of contours to be displayed.

Data that is passed between modules is char-

acterized by its type, and IRIS Explorer defines

a small number of basic types, including the

following:

. The lattice, a generalized array used for stor-

ing data values located at points on a regular

mesh in multidimensional space.

. The pyramid, a hierarchical collection of lat-

tices used for storing data values on irregular

meshes, or for data associated with elements

of higher dimensionality than points (i.e.,

edges, faces, or cells).

. The parameter, a single value used to control

the behavior of a module.

. The geometry, used to store objects for dis-

play.

. The pick, used to store information about a

selected point on a geometric object.

All these types are constructed using a data

typing language and built-in compiler. The ex-

tensibility of the module set has been mentioned

above (Section 32.1), and we will describe tools

for adding new modules in Section 32.2.2. Here,

we note that users can also extend the system by

defining new data types [16,17] for the storage

of data structures that cannot be fitted into one

of the existing types. New data types are defined

(in terms of existing types, if necessary) using

the same methods as the definition of the basic

types—via the typing language and compiler—

and each user-defined type is given an automat-

ically generated library of accessor functions to

facilitate its use and to ensure the correctness of

basic functions.

Users build their application in IRIS Ex-

plorer by connecting modules together into a

network, or map. The constituent modules are

first selected from the Module Librarian and

then dragged onto the Map Editor, where the

map is to be assembled. The user does this by

connecting modules’ inputs and outputs by a

series of point-and-click actions. The connec-

tions define the way in which data flows through

the map, and they provide a useful overview of

its structure. Some of these elements of the

architecture and design are illustrated in the

screenshot of an IRIS Explorer session shown

in Fig. 32.2.

Finally, we note that, although the visual

programming interface helps users to visualize

data without conventional programming, it is

not a panacea. Visual displays of applications

can become hard to navigate beyond a few

dozen modules (although this can be simplified

by module grouping—see Section 32.3.2), and

MVEs that present only an interactive interface

can have difficulty communicating with other

applications. For these reasons, IRIS Explorer

can also be driven by a textual scripting lan-

guage that is based on a version of Scheme

[15]. This is more useful for batch processing

of long animation sequences, for the control

of IRIS Explorer sessions lacking user inter-

action (for example, in the Visualization Web

Server [18]—see Section 32.4.2), for interappli-

cation communication (as used, for example,

in collaborative sessions—see Section 32.3.3)

and for automatic testing of IRIS Explorer

applications.

32.2.2 Creating New Modules

Although the module suite provided with IRIS

Explorer is extensive, users will eventually need

new modules. This may be because they have

existing code that they wish to incorporate into

an IRIS Explorer map or because no module

exists with the functionality they require. The

modular nature of the environment makes it

easy to add the missing pieces of their applica-

tion, using the tools that are bundled with the

IRIS Explorer system.

The IRIS Explorer Module Builder [17] is a

graphical user interface (GUI) tool that the

module developer uses to specify the data

types to be input and output by the module,

the interface to the module’s computational

function, and the selection and placement for

the widgets in the module’s control panel, all
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without programming. The user provides the

module’s computational function, writing in

Fortran, C, or Cþþ and calling the IRIS Ex-

plorer API library to create and manipulate

IRIS Explorer data types. In addition to this,

the computational function can call other lib-

raries, interface to files, or connect to external

applications; the only specification of the func-

tion that the Module Builder requires is its

calling sequence. The source of practically

all of the module suite is part of the IRIS

Explorer distribution; this is freely available

to users for modification or extension or as

the starting point for the development of

their own modules. In a similar way, many

users have donated modules that they have de-

veloped to the module repository for use by

others [19].
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Figure 32.2 Running a map in IRIS Explorer. The Module Librarian is at top left, and the Map Editor is at top middle. The

map that is currently running is analyzing results from a simulation of oil transport through a permeable medium. The region is

divided up into cells, each of which has a permeability value. The data is read into IRIS Explorer as a pyramid and is then culled

using the CullPyr module to find only those cells whose data values are outside some range—this is an example of the filtering

step in the visualization pipeline of Fig. 32.1. The CullPyr control panel, containing the widgets used to set its parameter values,

is at bottom left, while the large display window comes from the Render module. The small window at top right is an editor for

the headlight in the 3D scene; this is an Open Inventor control that is exposed in IRIS Explorer because it uses Open Inventor for

3D scene generation and display (Section 32.4.1). (See also color insert.)
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The output from the Module Builder is a

module resource file, from which it automatic-

ally generates code wrappers around the com-

putational function that handle module

execution, intermodule communication (which

may be heterogeneously networked—see

Section 32.3.1) and data conversion between

IRIS Explorer data types and user formats.

The code wrappers and the computational func-

tion are compiled together to produce the

module executable, which, together with the

module resource file, constitutes the module

that can be placed in the Module Librarian

and invoked via the Map Editor (see Section

32.2.1).

One of the reasons a user may seek to add

missing functionality is that IRIS Explorer is

intended as a general-purpose visualization

tool to be applicable across several domains

(some of the areas where it has been used in-

clude computational chemistry [20], computa-

tional fluid dynamics (CFD) [21], and high-

energy physics [22]). The consequences of this

for IRIS Explorer and other MVEs are that the

basic system modules perhaps cover the later

steps of the visualization pipeline (render, trans-

form, filter) better than the first step—data

input—because this step, which usually forms

the interface with other applications, is the most

domain specific. Put another way, while it is to

be expected that the basic modules would in-

clude one for isosurface calculation, for

example, to find a module in that set for reading

a specific computational chemistry data format

(say) would perhaps be regarded as serendipit-

ous. This preponderance of the requirement for

data-reader modules is reflected in the add-

itional tools provided for this purpose (although

the general-purpose Module Builder can also be

used for their creation).

The IRIS Explorer DataScribe extends the

visual programming concept of the map editor

(where applications are constructed from

modules) to the construction of reader (or trans-

lator) modules from graphical elements repre-

senting scalars, arrays, and lattices [15].

DataScribe users manipulate these elements

and make connections between them (using the

same point-and-click actions as in the map

editor) to construct a script that, along with

the module resource file (also generated by

DataScribe), comprises the module [23].

QuickLat is an alternative tool for building

readers. Here, the user specifies the IRIS Ex-

plorer data that is to be output from the

module, along with parameters such as file

names. QuickLat then automatically generates

a template (written in C or Fortran) for the

module, which the user then completes by

adding code to read data in from the data file.

The template contains hooks into the IRIS Ex-

plorer data structures, which shield the user

from calling the IRIS Explorer API for the

creation and allocation of data types. Finally,

the Module Builder is used to lay out the con-

trol panel of the module and build it.

32.3 Working with IRIS Explorer

In this section, we briefly describe a few features

that arise naturally from IRIS Explorer’s modu-

lar programming approach, which can be

viewed as a process of breaking the application

down into a small set of interconnecting units

in the spirit of the visualization reference

model.

32.3.1 Distributed Execution of
Applications

If IRIS Explorer is being run in a networked

environment, it might be useful to elect to run

certain modules in the application on the local

machine while others run on remote machines.

Distribution of the application across a network

of machines can be carried out in IRIS Ex-

plorer; moreover, since it is a multiplatform

application, the network can be heterogeneous.

(Originally produced under IRIX by SGI for

their machines, development of IRIS Explorer

was taken over by NAG in 1994, which ported it

to other platforms. IRIS Explorer is currently

available from NAG for Windows, Linux,

Solaris, HP-UX, AIX, Digital Unix, and
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IRIX.) Examples of situations where applica-

tion distribution may be desirable include the

following:

. Where some modules must be run on a high-

performance machine.

. Where some degree of coarse-grained paral-

lelism is being introduced into the applica-

tion.

. Where a module must be run on a particular

type of machine because it is only compiled

for that architecture.

. Where a module has to be run on a special

machine because it makes use of resources

(for example, input files) that are only avail-

able on that machine.

A particular feature of the interface to remote

modules is that (apart from a label identifying

the machine on which they are running) it is

exactly the same as that for local modules.

Users make connections to modules and inter-

act with their widgets in the same way irrespect-

ive of their location. This facility, which has

been a part of IRIS Explorer since its original

design, is currently being exploited in the exten-

sion of the system to a Grid environment (see

Section 32.6.2).

32.3.2 Application Building via Module
Grouping

Although the connections between the modules

provide a convenient illustration of the form

of the application, they can sometimes be dis-

tracting to an end user of the application, par-

ticularly if the application contains a large

number of modules. Moreover, it can some-

times be hard to determine which widgets on

the modules provide the most useful or relevant

controls for the application. For these reasons,

a simplified interface to any collection of

modules in the application (including just one

module or all the modules in the map) can be

created on the fly through creation of a module

group. More specifically, the user does the

following:

. Chooses the modules that are to go into the

group.

. Selects the module parameters that are to

appear in the simplified interface.

. Edits the group’s control panel by attaching

suitable widgets to the parameters and pos-

itioning them in suitable locations on the

window.

Grouping can be used to interactively change

the interface of a single module in the map

without requiring the user to return to the

module-building stage. It can also be used to

create an interface to an application consisting

of a single control panel containing widgets at-

tached to parameters from modules throughout

the map (Fig. 32.3).

Although at first glance a group looks the

same as a module, its underlying architecture

is, in fact, the same as the original collection

of separate modules. That is, grouping the

modules only changes their user interface; under-

neath this, they still run as individual executa-

bles, each appearing to the operating system as

a separate process, passing data via shared

memory or sockets. This can carry some advan-

tages over a monolithic process; for example,

if one module in a map crashes, the remaining

modules are generally unaffected. Nevertheless,

the separate processes can sometimes represent

a poor use of resources (such as memory and

CPU), and the communications between the

modules often appear to add significant over-

head to the execution of the group, particularly

if it is composed of a large number of small

modules.

In the latest release of IRIS Explorer (5.0),

these problems are addressed by the introduc-

tion of group compiling. In effect, this allows a

new module to be built by combining existing

ones. Once the group has been created and its

control panel laid out, an additional option

allows the user to compile the separate modules

into a single executable. Once the compilation is

complete, the user can replace the modules in the

group with the new compiled group. The con-

trol panel of the compiled group is the same
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as that of the old group, so the interface is

unaffected. However, an examination of the

machine’s process space will quickly reveal

that the compiled group is running as a single

process, which consumes less CPU time and

uses less memory than running all of the ori-

ginal separate modules. This yields improved

performance, owing to the more efficient use

of system resources.

As a final step towards application building,

IRIS Explorer can be run in a mode where the

development windows (module librarian, map

editor) do not appear on the screen, leaving

just the application windows for the user to

interact with. Fig. 32.3 illustrates module

grouping with an example taken from visualiza-

tion of financial data.

32.3.3 Collaborative Visualization

Although our discussion so far has been based

upon a single user model, there can arise situ-

ations (particularly in large or geographically

disparate research teams) where data visualiza-
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Figure 32.3 Building an application in IRIS Explorer by module grouping. On the left, a map is shown running in the map

editor. The connections between the modules can be seen in the background at the top, and the control panels of several modules

surround the large control panel from the Render module, which contains the visualization. The same application is shown on

the right after the modules have been grouped together (and optionally compiled into a single executable). The group control

panel contains widgets from the original modules’ control panels–including the large window from Render. Here, IRIS Explorer

is running in application mode which hides the development windows from view; the only thing appearing on-screen is the group

control panel. This application is displaying stock market data as a 3D scatter plot. (See also color insert.)
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tion and analysis must be performed collabora-

tively.

This problem was addressed by Wood et al.

[24], who considered an extension of the visual-

ization reference model that allowed communi-

cation between two or more pipelines (Fig.

32.1b) allowing users on multiple networked

machines to collaborate. In the implementation

of this model in IRIS Explorer, each user runs

his or her own map but has the opportunity

to make a connection to a collaboratively

aware module that can pass data to and from

the other collaborators’ maps. Since any of the

data types described in Section 32.2.1 can be

shared, the users have a great deal of flexibility

when setting up the collaboration. Thus,

sharing parameters allows for joint control of

modules; sharing lattices or pyramids enables

different visualization techniques to be applied

to the same datasets; and sharing geometry or

pick data facilitates different views of, or inter-

actions with, the same visualization. The choice

of the point(s) at which to introduce collabor-

ation is up to the users, based on their expertise

and interests in the data. External constraints

such as bandwidth and machine resources may

also play a role in this choice—for example, it

might be more efficient to work with local

copies of the original data (which can be shared

once at the start of the collaboration), or to

share the filtered data (which will be smaller),

or to collaborate on the geometry, as in the case

of the scenario sketched in Fig. 32.1b (which

might be smaller still), or just to share control

of duplicated modules in collaborating maps.

In addition, modules, connections, and map

fragments (groups of modules connected to-

gether) can be passed between collaborating

maps. This is achieved using the scripting lan-

guage mentioned in Section 32.2.1. To be more

accurate, what is passed between the sessions

are the commands to start modules, make or

break connections, etc. Management of a col-

laborative session is performed by a central

server, together with local servers on each ma-

chine that control the collaborative modules via

IRIS Explorer scripts.

It is to be noted that collaborative modules

use the same GUI as noncollaborative modules;

no extra skill is required by the user. This is to

be compared with the way in which the inter-

action model for modules running on remote

machines is identical to that for local modules

(see Section 32.3.1).

Wood et al. [24] illustrated the use of the

collaborative visualization system with a scen-

ario involving two doctors collaborating over

the analysis of medical image data. Each

works with a separate instance of IRIS Ex-

plorer, exchanging data and sharing control

over the application. They can explore the data

together, each introducing new visualization

techniques as required and taking advantage of

the other’s complementary expertise. Finally,

having created their collaborative map, they

are able to group all the modules into an appli-

cation for colleagues who require a simpler

interface (see Section 32.3). We describe another

collaborative scenario in somewhat more detail

in Section 32.6.1 within the context of collab-

orative steering.

The collaborative functionality introduced by

Wood et al. [24] proved to be so successful that

it was incorporated into IRIS Explorer 4.0 [25]

and subsequent releases, making this package

one of the first commercial multiuser visualiza-

tion systems in the world [48].

32.4 Underlying Software in IRIS
Explorer

This section briefly describes some of the soft-

ware technologies that underpin IRIS Explorer

and the way in which each is utilized within the

modules and the base system.

32.4.1 Open Inventor—An Object-
Oriented 3D Toolkit

Open Inventor [3] is an object-oriented graphics

library that provides a comprehensive environ-

ment for creating and manipulating 3D scenes in

a database known as a scene graph. It provides
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a comprehensive software model for developing

interaction with the scene and also defines a

rather intuitive file format for scenes. Open In-

ventor is written in Cþþ, and, as mentioned in

Section 32.1, uses OpenGL [2] for rendering

scenes.

IRIS Explorer uses Open Inventor to create

and manipulate geometry—in fact, the IRIS

Explorer geometry data type (see Section

32.2.1) is an Open Inventor scene graph. This

means that the module developer in IRIS Ex-

plorer can take advantage of all the functional-

ity in Open Inventor—and also OpenGL—

when working with geometry. (See, for example,

Fig. 32.2, in which the Open Inventor control

for editing the direction and intensity of the

headlight is used to enhance the scene displayed

in the Render module.) In addition, scenes

created within IRIS Explorer can be shared

[26] with other Inventor-based applications,

and vice versa. The close relationship between

IRIS Explorer and Open Inventor has also been

exploited in the incorporation of Inventor-

based libraries into IRIS Explorer. An example

is provided by 3D MasterSuite [27] from Tem-

plate Graphics Software, which consisted of a

collection of higher-order Inventor objects re-

lating to efficient graphical plotting; these in-

clude axes, curves, text, and annotation. The

inclusion of modules based on this library facili-

tated the production of higher-quality plots in

IRIS Explorer.

The Open Inventor file format was the basis

for the original version of the Virtual Reality

Modeling Language (VRML), the description

language for 3D scenes on the Web. Basing it

on an extant format hastened the acceptance of

VRML through the leverage of a large amount

of existing content and applications, including

IRIS Explorer. Because IRIS Explorer is based

on Open Inventor, it is very easy to output

any of its visualizations that as VRML and so

publish it on the Web (see Fig. 32.4 for an

example).

A number of examples of the use of VRML

within IRIS Explorer have been reviewed

elsewhere [28]. Here, we recall briefly the work

of Brodlie and his coworkers on a Visualization

Web Server [18] that provides a simplified,

WWW-based interface to a visualization

system. The user accesses a web page and fills

in an HTML form describing the location of his

or her dataset, the visualization techniques that

are to be applied to the data, and any param-

eters that need to be selected for the techniques.

This information is then passed over the Web to

the visualization server, where it is used to as-

semble the application—in the form of a

script—that is to be run by IRIS Explorer. The

resultant geometry is passed back (via the

server) as VRML to the user’s client, where it

is delivered to a browser. The use of the visual-

ization web server has been illustrated [18] with

an application to extract and display environ-

mental data that is periodically posted to the

Web. The system allows the user to select the

data of interest (pollutant, location, time inter-

val) and to display it in 3D—at any time and

from anywhere on the Web.

32.4.2 Image Processing: The Image
Vision Library

IRIS Explorer contains over 50 image-

processing modules based on operators in SGI’s

ImageVision Library (IL) [29]. IL contains oper-

ators for input and output, color conversion,

arithmetic functions, radiometric and geometric

transforms, spatial and nonspatial domain trans-

forms, and edge detection, amongst others. In

addition, it has been designed to deal efficiently

with large images by decomposing them into tiles

and using a demand-driven data pull model of

communication between operations. Thus, only

the part of the image that is currently being pro-

cessed is passed down the IL processing chain. In

this way, chains of image processing commands

can be performed in constant memory for any

size image, assuming operations with local

memory reference patterns (which most IL oper-

ators have).

In addition to these efficiencies, which are

available for all platforms, IL takes advantage

of specific hardware acceleration on SGI
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machines where available. The IL operators

make use of high-speed graphics hardware for

operations such as blurring, exponent computa-

tions, and rotation.

The way in which IRIS Explorer uses the

IL in writing modules goes beyond the trad-

itional module framework in order to preserve

these performance efficiencies in the IL. Simply

wrapping each IL operator into a module would

interfere with both the tiling and the data

pull model. Instead, IRIS Explorer provides a

way to combine a map of image-processing

modules into a single IL-based module that

retains these efficiencies, while preserving IL

hardware acceleration and reduced memory

usage. Used in this way, the IRIS Explorer

Map Editor becomes an efficient IL image-

processing editor. (Note that this method of

combining IL modules is distinct from the

more generic group compilation described in

Section 32.3.2, which works for any set of

modules, not just IL ones.)

Johnson/Hansen: The Visualization Handbook Final Proof 1.10.2004 8:21pm page 643

Figure 32.4 Using the WriteGeom module to output a scene from IRIS Explorer as VRML 2.0 (a.k.a. VRML97). The Render

window is at bottom left, containing the scene, which consists of an isosurface, probe, and sheet geometry. In the map, the same

inputs are passed to the CombineGeom module, which creates a single scene and passes it to WriteGeom for output to file. The file is

rendered using a VRML browser in the bottom right-hand corner; here, the VRML is being displayed on the same machine as the

original visualization, but publishing it on the Web would, of course, allow it to be displayed anywhere. (See also color insert.)
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32.4.3 The NAG Libraries—for Reliable
Numerics

The current proliferation of visualization soft-

ware [8,11–14], with its promise of easy trans-

formation of complex datasets into images, can

leave unanswered questions of reliability and

accuracy in output that is produced. Misleading

results can arise when the algorithm used within

the visualization is inappropriate, inaccurate, or

unusable. Such questions about the reliability of

visualization become even more important in

the steering of computational processes via the

real-time visualization of their results (see

Section 32.6). Here, decisions about the future

course of the calculation are taken based on

their display, so it is important to ensure that

it is as faithful to the data as possible.

Such questions highlight the importance of

using good-quality algorithms in visualization.

The NAG Numerical Library [30], which con-

tains more than 1000 routines, has been used by

a large community of users for almost 30 years,

and it provides a straightforward way to access

complex algorithms for a variety of problems.

These include minimization, the solution of or-

dinary and partial differential equations, quad-

rature, statistical analysis, and the solution of

linear and nonlinear equations. Using a reliable

numerical library in applications can lead to

savings in development time, and the testing of

the accuracy of the library routines gives confi-

dence in the solution.

The use of the NAG numerical routines

within IRIS Explorer modules has included the

interpolation algorithm in the API and the par-

ticle advection module. Particle advection gen-

erates the path of a particle released into a

vector dataset by solving a differential equation.

Although many algorithms can be used to

obtain a solution, not all are equally accurate

or applicable. Thus, for example, one of the

simplest (the so-called Euler algorithm), al-

though easy to implement, can produce incor-

rect results—sometimes dramatically so [31]. By

contrast, the use of a more sophisticated algo-

rithm from the NAG numerical library pro-

duces a more accurate solution [31,32]. It has

other advantages, also. Besides providing a high

degree of confidence in the knowledge that the

algorithm has been used in a very wide range of

applications, it provides the module with a

ready-made reference for documentation pur-

poses [30], which is key to assessing the accuracy

and applicability of the module.

32.5 Some Applications of IRIS Explorer

In this section, we recall some ways in which

IRIS Explorer has been used in the visualization

of data from a variety of sources and domains.

32.5.1 Oil Recovery Research

The extraction of oil from sand presents several

technical challenges, largely owing to the high

viscosity of the oil. This is a particular issue for

the Athabasca tar sands in Alberta, Canada,

and numerical simulations to help determine

more efficient recovery methods are being

carried out by London [33] and his colleagues

at the Alberta Research Council. They are using

IRIS Explorer as an application builder in the

development of their simulations and for the

visualization of their results [33].

Although commercial reservoir simulation

products have some display functionality for

production use, research cannot present a

finite list of visualization requirements, which

makes a flexible toolkit approach (such as that

offered by IRIS Explorer) more useful in this

context. By incorporating standard modules

into specialized applications, and by adding

suitable data reader modules (see Section

32.2.2), they have found that IRIS Explorer is

a helpful complement to canned purpose-built

packages.

To illustrate the use of IRIS Explorer here,

we will describe one of the applications [33] in

more detail. Pore-scale simulations are directed

at exploring the complicated behavior of the

flow of fluid through the irregular geometries

representative of the channels and pores within

the sand in most heavy oil deposits. The pore

space is modeled as a flow network, paying
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particular attention to the pore-scale geometries

and topologies. Because of the irregular struc-

ture, visualization is an essential part of this

work, not only for viewing the final results but

also for debugging the development and moni-

toring the various stages of modeling. IRIS Ex-

plorer has been used as the framework for all of

these stages (Fig. 32.5).

The starting point for a model of the pore

space is the creation of an artificial packing of

spherical particles of various radii. A simple

algorithm incorporating the idea of particle re-

arrangement in the presence of gravity is en-

coded in an IRIS Explorer module. The final

packing is provided as an IRIS Explorer lattice

that can easily be rendered as geometry using

standard modules. In addition, the intermediate

configurations can be usefully visualized in

order to check on the packing algorithm, and

these results can be assembled into an anima-

tion of the complete process.

Following the creation of the packing, the

pore space is divided into nodes, where phases

mix and flow without hindrance, and channels,

where Stokes flow dominates and phases are

separated by distinct interfaces. The resulting

network is encoded into an IRIS Explorer pyra-

mid, which stores details of the location of the

particles, along with the nodes (with links to

enclosing particles) and channels (with links
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Figure 32.5 Using IRIS Explorer in pore-scale simulations of fluid flow [33]. (a) Creating a sphere pack by ‘‘dropping’’ particles

at randomly chosen locations. The shaded volume is searched for the lowest position. (b) The network of nodes (green) and

channels (pink) found in the sphere pack. The rendering uses simple primitives (cones) to approximate some of the geometrical

information encoded in the pyramid. (c) Multiphase fluid flow through the network. Yellow fluid has displaced purple fluid in

parts of the channels. Nodes, containing a mixture of the two phases, are colored according to pressure. (d) The same network as

in (c), but now with all parts (nodes and channels) colored according to pressure. (See also color insert.)
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to two nodes). Again, a standard module con-

verts the pyramid to a geometry for viewing.

Once the visual check of the network is satis-

factory, another module converts the pyramid to

the ASCII data required by the simulator. Thus,

except for some fluid property descriptions and

boundary conditions, the entire setup is carried

out graphically. The actual flow simulation is run

offline, since it frequently takes days or weeks to

complete.

The simulation output is encoded in a custom

binary format, for which a special data reader is

constructed. The simulator models single-phase

slugs of fluid moving through the channels, with

interfaces between them. This is accommodated

in IRIS Explorer by addition of a slug layer to

the pyramid, with links to the appropriate chan-

nels. Hence, the same module can be used

to display both the input and the output data.

A variety of views are available on output,

including color-mapped pressures and flow

rates.

The final stage of the analysis is the calcula-

tion of macroscopic properties, such as the per-

meability tensor. Again, this part of the

simulation is carried out entirely within the

IRIS Explorer map.

London [33] reports that the flexibility of

IRIS Explorer cannot be matched by any appli-

cation-specific visualization package, and that it

facilitates the production of VRML and other

common graphics files. He says, ‘‘The leverage

gained by incorporating standard modules

allows a single user to harness state-of-the-art

visualization techniques without the services of

a development team.’’

32.5.2 Large-Scale Computational Fluid
Dynamics

Imagine half-filling a glass with water and then

adding an equal amount of a light oil. The two

liquids do not mix (they are immiscible), and, if

the oil is the less dense of the two, it remains

above the water, and the interface between the

oil and the water is planar. Now imagine sealing

the top of the glass (so that no liquid escapes)

and turning it upside down. If the glass is wide

enough, gravity will cause the water to fall into

the lower part of the glass and the oil to rise into

the upper part. The interface becomes distorted

by spikes, bubbles, and other shapes, which is

due to a phenomenon known as the Rayleigh–

Taylor instability. This occurs whenever a light

fluid is accelerated into a heavy one, and it has

been studied widely because of its relationship

to the onset of turbulence and mixing.

Cook [34] carried out a Rayleigh–Taylor

simulation on the ASCI Blue-Pacific machine

at Lawrence Livermore National Laboratories,

using a mesh of dimensions 256 � 512 � 256,

and running for more than 3,000 time-steps.

The simulation generated about a terabyte of

data (each time-step generated about 260 MB),

and Lombeyda et al. [35] used IRIS Explorer to

visualize this, focusing attention on the way in

which the interface between the fluids evolves in

time. One way to display the interface is to

calculate the density isosurface for a threshold

value intermediate between the densities of the

two fluids (Fig. 32.6).

Because the performance of the standard

IRIS Explorer isosurface module with this data-

set was not sufficient to extract and display

isosurfaces dynamically in real time, Lombeyda

et al. wrote a new module that spawned the

isosurface extraction to run in parallel on a

multiprocessor machine. Extraction was per-

formed using a variation of the standard march-

ing cubes algorithm [36], which kept track of

visited cube edges (thus reducing calculation

redundancy) and which was modified for

parallel execution using simple data decompos-

ition. Parallelization was explicated using p-

threads, which could be invoked easily (using a

simple one-line directive in the code) and had

the additional advantage of working with

sockets, which formed the basis of their com-

munications framework.

Performance results were encouraging. Com-

pared to execution using a single thread, they

achieved a speedup factor of about 7.8 when

using eight threads, indicating a high degree of

parallelization. They could then load several
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frames of the dataset into the server, and,

through the use of the module in the map,

were able to dynamically request isosurfaces

across different density thresholds and through

different time-steps.

This work illustrates the way in which

IRIS Explorer can be utilized to drive large com-

putations, taking advantage of parallel process-

ing where necessary, while using a standard

graphics workstation to display the results.

Finally, they noted that embedding their parallel

isosurface module within IRIS Explorer pro-

motes its reuse among the user community,many

members of which have different needs and ac-

cess to a variety of hardware configurations.

32.5.3 Biomechanical Modeling

More than 5000 heart-valve replacements are

performed in the UK each year, and the design

of improved artificial valves is an important

area of research. IRIS Explorer has been used

in the creation of an integrated visualization

and design toolkit [37] that allows the valve

designer to choose the shape and mechanical

properties of a valve before carrying out numer-

ical flow experiments to determine its behavior

within the heart.

Early work [38] was devoted to the design

of so-called mechanical valves, which have

rigid leaflets that open and close to control the

flow of blood. The rigidity makes them com-
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Figure 32.6 Using IRIS Explorer to display the results of a simulation of the Rayleigh-Taylor instability in the interface

between two fluids [35]. The upper fluid has a density of 3 units, the lower has a density of 1 unit, and the isosurface has been

calculated for a threshold value of 2; thus, it follows the fluid–fluid interface irrespective of its shape. Here, the simulation cell

has been added to orient the display, and a semitransparent cutting plane has been used to show how density varies in a plane

passing through the interface. Two views of the cell for a given time-step are displayed here that clearly show the characteristic

loops, spikes, and bubbles in the surface. (See also color insert.)
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paratively easy to model and manufacture and

confers durability; however, it also causes dis-

turbances in blood flow, leading to hemolysis.

Accordingly, attention has been more recently

switched to flexible valves, which give better

hemodynamic performance, although the high

bending stresses during the flexing of the leaflets

carry the risk of earlier mechanical failure. This

necessitates improved methods of design, mod-

eling, and manufacture.

The use of the IRIS Explorer–based toolkit

in the design of flexible heart valves has been

described by Fenlon et al. [37]. They chose

a simplified (2D) leaflet model that consists of a

linked assembly of rigid dynamic elements, with

each element connected to its neighbor by a

frictionless pivot, with stiffness and damping

effects. The equation of motion of the leaflet is

then that of an n-tuple pendulum, which can be

integrated using a standard algorithm [30].

Coupling this to a simplified model of the fluid

flow allows the calculation of the leaflet motion

to be carried out in near real time. This, in turn,

enables the rapid testing of leaflets with differ-

ent physical properties (parameterized by the

stiffness and damping terms), based on their

dynamic and mechanical behaviors.

The simulation was embedded in IRIS Ex-

plorer as a module, and its output was visualized

(Fig. 32.7) using a combination of custom-writ-

ten modules and modules from the standard dis-

tribution. Fenlon et al. noted that building their
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Figure 32.7 Setting the initial configuration of the valve leaflet [37]. The module control panel containing the widgets for setting

the angles between the elements and their time derivatives is on the left, while the Render module on the right shows the leaflet in

this configuration in a wireframe representation that clearly displays the elements in the leaflet.
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toolkit in a framework like IRIS Explorer (rather

than writing the package from scratch) meant

that applications were easily customized through

the replacement or addition of modules. For

example, they found that the modular approach

meant that, with some judicious design decisions,

many modules could be shared between different

flow models and experiments. In addition, one

could explore alternative approaches such as dif-

ferent solvers by writing them as modules and

then interchanging them in a particular applica-

tion network.

Before the simulation was run, an IRIS

Explorer map was used to set up the initial

configuration of the valve leaflet and to assign

values to its physical parameters. The configur-

ation information was then fed into another

map that solved for the leaflet motion and

fluid flow, displaying results for the leaflet con-

figuration as the simulation progressed in

time. Finally, postprocessing of the results

was performed by a third map, which displayed

the flow around the leaflets in the form of

vector arrows, streamlines, and vortex-wake

surface plots. Other maps produced plots of

the leaflet’s curvature and an animation of the

leaflet opening and closing (Fig. 32.8).

The key feature of this work was the way

in which, by being embedded into IRIS Ex-

plorer, the simulation was tightly coupled with

the visualization, allowing results to be dis-

played in near real time. (We continue with this
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Figure 32.8 Control panel for the module (actually, a module group) used in the production of the leaflet animation. Widgets

allowing the user to select the time-steps for the animation are on the left, and the display window (from the group’s Render

module) is on the right.
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theme in Section 32.6, where we look in more

detail at the use of IRIS Explorer in compu-

tational steering applications.) Changes in the

physical properties of the leaflet (set using the

toolkit framework) were immediately reflec-

ted in its mechanical response under flow, which,

in turn, enables the toolkit user to examine a

broad range of designs in the course of a sin-

gle session.

32.6 Moving IRIS Explorer to
the Grid

32.6.1 Steering and Collaboration

The visualization reference model in Fig. 32.1a

is predicated on the display of a static data

source—data is read from a file in the first step

and then passed down the pipeline for display.

Subsequent datasets could come from other

files, or maybe from the same file if it is over-

written by an external application. Each time a

new dataset is to be displayed, the user has to

reexecute the visualization pipeline. This pro-

cess could be automated by extending the refer-

ence model (Fig. 32.1c) to support a dynamic

data source—for example, a numerical simula-

tion of a time-dependent process. Here, the data

source is incorporated into the visualization

pipeline, its output is displayed as the calcula-

tion proceeds, and feedback from the visualiza-

tion allows the user to control the course of the

simulation by adjusting its control parameters;

this is an example of so-called computational

steering. In the same way that the reference

model can be extended to incorporate steering,

so can systems—such as IRIS Explorer—that

are based upon it.

Before presenting an example of steering

within IRIS Explorer, we will take advantage

of the modular nature of the reference model

and elaborate it still further by adding collabor-

ation, as in Fig. 32.1d. Now the control param-

eters and the geometry are being shared, which

enables one of the participants to control the

simulation (running on a remote machine),

based on the visualization of its output—we

return to this scenario later. Alternatively, if

the output of the simulation can be shared as

lattices or pyramids (see Section 32.3.3), then

users can apply different visualization tech-

niques in their separate locations rather than

looking at a static display provided by one of

the participants. This is a flexible approach that

allows users with different backgrounds and

motivations to explore the results of the simula-

tion in their own way.

Collaborative computational steering within

IRIS Explorer has been demonstrated by Walk-

ley et al. [39], using a simulation of fluid trans-

port aimed at modeling atmospheric dispersion

[40]. This can be represented in simplified form

as passive scalar convection of a single compon-

ent, which may in turn be modeled using a

standard streamline-upwind finite element

method [41]. Realistic modeling requires expert-

ise in both the physical processes involved and

the numerical modeling of those processes, and

Walkley et al. envision a collaboration between

a chemist and a numerical analyst in the investi-

gation of this model.

Typically, the collaborative researchers will

have different motivations in the analysis of

data from such a model. For example, the nu-

merical analyst may wish to view the errors in

the numerical solution at specific points, while

the chemist will want to monitor the concen-

tration of the component throughout the

domain. The real-time display from the simula-

tion can be helpful in debugging the simulation

and in ensuring that only interesting areas of

parameter space are explored.

Incorporating the simulation as a module

into a map allows it to be interactively con-

trolled via the widgets on its control panel.

These may include parameters for the algorithm

(e.g., error tolerance or time-step), or of the

physical model (e.g., density or convection vel-

ocity). In a collaborative scenario, results gener-

ated in any part of the map can be shared with
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other users, while researchers with identical

maps can jointly control any module by wiring

in shared parameter modules at the appropriate

point.

Fig. 32.9 shows a collaborative visualization

session between the two users in the scenario

described above. The numerical analyst (Fig.

32.9a) is hosting the application and viewing

an estimate of the error in the solution. The

mesh has been culled to show only those cells

that have an error exceeding a specified toler-

ance (Fig. 32.2). The output from the simulation

is shared with the chemist, whose view is shown

in Fig. 32.9b, who is viewing an isosurface of

the computed solution. The parameters that

control the simulation are also shared collab-

oratively, thereby allowing either user to steer

the computation.

32.6.2 Bringing in the Grid

One collaborative scenario for steering is one in

which the numerical application—which is gen-

erally computationally intensive—is run on the

most powerful computer, while a remote user,

who may have a relatively small computational

resource, can control the simulation and receive

output to display. In this case, it may be imprac-
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Figure 32.9 Performing a collaborative simulation of atmospheric dispersion using IRIS Explorer. The collaboration is

envisioned as being between a numerical analyst—whose screen is displayed in (a)—and a chemist, who sees the screen shown

in (b). The numerical analyst is running the simulation and viewing the error from the solution, while the chemist is viewing the

computed solution as an isosurface. (See also color insert.)
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tical for the remote user to monitor the simula-

tion continuously, but it is also possible to use

the collaborative modules to log in and out of a

simulation. Indeed, the simulation can be run

without human help, and the collaborative

modules can be used to connect or reconnect a

remote user when necessary. In the same way,

computationally intensive visualization trans-

formations (such as isosurface generation) can

also be performed on the most suitable plat-

form.

This transfer of the computationally intensive

part of the application onto the most appropri-

ate resource is reminiscent of the way in which

IRIS Explorer modules can be run on remote

machines (see Section 32.3.1). It is also suggest-

ive of the philosophy behind the computational

Grid, which represents a new paradigm for dis-

tributed computing. Recent research in compu-

tational steering and simulation has been

focused on allowing all, or parts, of an applica-

tion to be distributed in this way [42]. Current

work with IRIS Explorer is focusing on

extending the scenario above with the use of

the Globus middleware [43] to allow the com-

puting to be spread over a network of computa-

tional resources. In the scenario under

development, depicted in Fig. 32.1e, we are

using Globus to interface with Grid resources,

while the user interacts with the simulation and

performs steering and collaboration through the

IRIS Explorer user interface. To do this, we

separate the simulation’s interface (which still

appears in the map as a module control panel)

from its computational engine (which runs on

the Grid). (Note that this is reminiscent of the

separation between the parallel isosurfacing

code and its control described in Section

32.5.2.) Grid authentication and resource dis-

covery are initiated by a specially written set of

Globus modules, whose output is passed to the

simulation interface module that spawns the

engine onto the discovered resource; thus,

much of the complexity associated with the

Grid is hidden from the user.

Work to date includes the porting of the at-

mospheric dispersion model of Section 32.6.1

into the Grid environment; this formed the

basis for a collaborative application demon-

strating simulated pollutant flow over a terrain

[44], and a scenario in which emergency services

and scientists collaborated to track the progress

of the pollution [45]. Other work [46] has taken

an elastohydrodynamic lubrication simulation

used in the modeling of solid deformation in

gears and journal bearings and ported it to the

IRIS Explorer steering environment running on

the Grid. The simulation has been used within

this environment by engineers for the investiga-

tion of solution profiles for particular lubricants

under various operating conditions. Once again,

the coupling of the simulation and visualization

in a steering application yield benefits of effi-

ciency in terms of the exploration of parameter

space for the model.

While this work is ongoing [47,49], the

IRIS Explorer Grid-based modules from the

original pollutant demonstrator are available

for download [44]. The porting of IRIS Ex-

plorer into a Grid-based environment has

been of interest to other research projects on

the Grid, many of which are currently investi-

gating the toolkit as a candidate that may

meet their visualization requirements in this

environment.

32.7 Conclusions

This chapter has been an introduction to IRIS

Explorer as a modular data-visualization

system. We have described some of its features

and indicated ways in which its modular archi-

tecture leads to applications in which the con-

stituent modules may be distributed, compiled

together, or made collaborative. We have also

discussed some of the software that underlies

the system and have selected a few user applica-

tions in diverse fields. Finally, we have indicated

how the basic visualization reference model that

forms the basis of this system can be extended to

collaborative steering on the Grid, and we have

given an account of work that has moved IRIS

Explorer in this direction.
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